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Abstract— Natural Question Generation (NQG) is among 

the most popular open research problems in Natural Language 

Processing (NLP) alongside Neural Machine Translation, Open 

Domain Chatbots, etc. Among the many approaches taken up 

to solve this problem, neural networks have been deemed the 

benchmark in this particular research area. This paper aims at 

adopting a generator - evaluator framework in a neural 

network architecture to allow additional focus on the context of 

the content used for framing a question. The generator uses 

NLP architectures like transformers (T5) to generate a 

question given a context while the evaluator uses 

Reinforcement Learning (RL) to check the correctness of the 

generated question. The involvement of RL has improved the 

results (as shown in Table 2), and there is increased 

computational efficiency as the training is coupled with the 

policy of RL. This turns the problem into a reinforcement 

learning task and allows for the generation of a wide range of 

questions for the same context-answer pair. The given 

algorithm is tested on the benchmark dataset - SQuAD with 

BLEU score as the evaluation metric 

Keywords—Natural Question Generation, Transformers, 

Reinforcement Learning, SQuAD Dataset, BLEU Score 

I. INTRODUCTION 

Question Generation (QG) is an application area of NLP 

that is still relatively manual, owing to the wide range of 

domains and formats in which a question can be generated. 

Question Answering, a field adjacent to QG, is a field of 

research that has been explored and forms a basis for this 

problem. [1] models this system using statistical and 

semantic similarity measures and [2] focuses on legal 

documents. The work done in [3] follows an approach that 

combines word sense disambiguation with semantic role 

labelling and [4] steers this task to the medical domain.  

Another domain that forms the base for this work is 

Paraphrase Detection, as that also relies on context. [5] 

explores this task in Indian Regional Languages and [6] 

provides an LSTM based architecture for the same.  

Natural Question Generation (NQG), along with Neural 

Machine Translation and Open Domain Chatbots, is one of 

the most prominent open research challenges in NLP. The 

generation is how it is described and the difficulty of 

generating syntactically correct, semantically sound, and 

pertinent questions from a range of input formats, such as 

text, documents, a structured database, or a knowledge base, 

has been formally defined. Mundane tasks such as 

generating questions from a textbook for educational 

purposes could benefit from this research area as it does 

away with the need for human involvement. Other 

applications of NLG include generating FAQs for a website 

and maintaining the natural flow of chatbots.   

Sequence-to-sequence (Seq2Seq) learning, a neural 

network-based technique, has recently shown exceptional 

performance on a range of NLP tasks, including question 

production. The task of generating questions from a triplet 

of topic, relation, and object is simplified in a novel deep 

learning method for NQG [7]. A Seq2Seq approach is 

shown in the Learning to Ask (L2A) model [8] with an 

emphasis on question generation from the text. [9] encoded 

ground-truth solutions and used bi-directional LSTMs in a 

Seq2Seq context. Additionally, they use context matching 

and the copy mechanism [10] to record interactions between 

the given ground-truth response and its context in the 

passage. 

• The proposed approach focuses on a generator-

evaluator framework,   
o Generator – The Neural Network 

model that aids in the generation of the question  
o Evaluator – The RL Framework that 

checks if the question is appropriate or not.   
• A custom loss function is modelled by combining RL 

rewards along with the model loss. This function 

improves upon BLEU score, by considering the 

semantics of the question generated.  
• Apart from comparing the BLEU scores of the model 

generated and ground truth question, this research work 

introduces another metric that allows the comparison of 

the answer generated from the model generated question 

and the ground truth answer.  
The rewards used are not only based on the question 

generated by the model as [11], but also the answer 

generated from this question. The comparison of BLEU [11] 

scores is done as a part of the result as they are the standard 

metric.  

 In Section II, papers containing similar works are 

reviewed and discussed. The following section, Section III 

details the dataset used while Section IV follows a 

discussion on the system architecture which details the RL 

model, its formulation which includes the state space, action 

space and rewards, and the neural network, along with the 

general workflow. Section V entails the software/hardware 

setup as well as the evaluation metrics and Section VI 

presents the results of this work in a tabular format. Section 

VII and VIII conclude this work and mention the next steps 

for its improvement. 

II. RELATED WORK 

Researchers have approached natural question 

generation with a variety of methods, with the most popular 

being some variation of a generator-evaluator framework, in 

which the generator is used to form a question-answer pair, 
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which is then evaluated by the evaluator mechanism. These 

methods frequently also include complicated rewards that 

are in line with performance indicators (such as BLEU and 

ROUGE on test data in the evaluator). Other approaches 

involve monitoring word coverage in the context of QG 

from paragraphs using [12] a max out pointer network. 

Another innovative approach to this issue is to simulate how 

a human might ask a question [13]; to do this, a question 

must take into account three different elements: a response, 

a clue, and a style. This turns the whole project into a one-

to-one problem, making learning easier. In line with this 

method, comes another approach, this time harnessing the 

power of GANs [14]. The model converts question 

generation into a one-to-one problem and the generative 

model of the GAN learns a distribution over potential 

questions, leading to more variety of the generated 

questions; while parallelly modifying the discriminator the 

push the generative model to produce questions that come 

close to questions generated by humans.   

As mentioned earlier, one of the more popular 

approaches also involves designing custom rewards, often 

ones that seek to address certain research gaps in the field of 

NQG. One such set of rewards put forth focused on the 

semantics of the question being generated [15]. They found 

that since most QG models at that point in time were learned 

through strict teacher forcing rather than with the extra aid 

of semantic regularization, the generated questions seemed 

to have deviated in terms of their semantics, a problem they 

termed as “semantic drift”. To address this, they came up 

with two semantic based rewards, resulting in a significant 

improvement in results. A rather unconventional approach 

to the problem looked at it from a different perspective, 

choosing to focus on Conversational Question Generation 

(CQG) [16]. The model focused on generating 

interconnected questions based on conversation history.   

Another work looks at a two-step approach by first 

identifying key phrases that could constitute answers in a 

passage and use those as a base [17]. With this they hope to 

address problems such as out-of-domain words, style of 

linguistics among others. There are certain other works 

centered around Neural Networks. One such model focuses 

on the answer embedding, purely focusing on the answer for 

question generation, along with encoding the relative 

distance between the context words and the answer as well. 

This helps the model choose context words located close to 

the answer [18]. One paper takes an approach fundamentally 

equivalent to the generator-evaluator framework in that this 

involves an encoder-decoder mechanism. The document and 

answer are fed to the encoder and the decoder sequentially 

outputs words of the question that are conditioned on said 

document and answer [19]. BERT is another avenue 

employed for the task of NQG, as seen in [20]. This paper 

actually serves as a comparative study as well, employing 3 

different neural architectures that are variations of BERT. 

Another, rather unique approach, looks at using certain 

criteria to pick question-worthy sentences from a given 

passage and pass that in as context to a seq2seq model with 

an attention mechanism [21].  

There is another side of Natural Question Generation 

that incorporates Reinforcement Learning into the 

framework. One common approach involves modifying [22] 

the generator framework by incorporating an RL reward 

function into the loss function. This was done by 

introducing two custom RL reward functions, both 

providing a more lenient variant of BLEU scores, that 

simply looks at exact n-grams matching. The results 

obtained in this work were fruitful with a BLEU score of 

2.09. Another work, like this, devised 3 separate reward 

functions, each relating to the quality of the generated 

question, namely answerability, fluency, and relevance [23]. 

A variation of this would be passing in the answer span as a 

part of the input and using a self-attention head along with 

an LSTM layer [24]. The question generator here is a 

seq2seq with a gated self-attention network and glove 

embeddings and the evaluator is based on the principle of 

self-critical-sequence-training (SCST), which utilizes test-

time inference output to normalize reward. This involves 4 

RL rewards as well: fluency, similarity, answerability, and 

relevance. A graph to sequence model was explored in [25] 

which has a hybrid evaluator with a mixed aim 

incorporating both cross-entropy and RL losses to ensure the 

generation of syntactically and semantically correct text and 

a bidirectional gated graph neural network-based encoder to 

embed the passage. Another interesting approach in the 

same category involves integrating and properly using 

answer information and focusing on increasing the depth of 

comprehension [26]. Both the document and answer are 

given a proper representation and fed to a decoder, followed 

by the introduction of a semantic based attention module in 

order to integrate information.   

Some previous works focused on incorporating a self-

attention mechanism, without the use of RL [27]. This, 

however, does not produce appropriate questions for a 

variety of context. Another approach was based on 

Contrastive Learning [28] where a question is generated 

from a given positive as well as negative sample of the 

context, where the answer must lie close to the positive 

sample and far away from the negative sample. An attempt 

at Neural Networks with answer separation was also taken 

[29], where their algorithm learns to determine which 

interrogative word should be used by swapping out the 

target answer in the original section for a unique token.  

Overall, a few works have discussed the approach to the 

problem as a purely NLP problem whereas some have 

considered it as a combination of both NLP and RL. With 

just NLP, usually, the approach was to refer to the answers 

of the questions generated rather than focusing on the 

generation itself using models like LSTM, Seq2Seq and 

SCST. Previous work related to RL in NLP have been 

revolving around implementing a predefined reward 

function that is usually a combination of other related 

semantic based reward functions such as fluency, similarity 

etc. Though NQG works well even without the RL 

component, adding a reward function makes the generation 

accurate overall.   

In this research work, two custom RL rewards namely, 

Question Sentence Overlap Score and Predicted and 

Encoded Answer Overlap score have been used to produce 

accurate questions as the output. BLEU [30] scores of the 

questions and answers are evaluated to take the context of 

the question into account. The benchmark SQuAD [31] 

dataset has been used for this work. 
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III. DATASET DESCRIPTION 

The dataset used for this research paper is the SQuAD 
(Stanford Question Answering Dataset). SQuAD is 
considered as a benchmark dataset for many NLP tasks and 
is evaluated against as a measure for a given model’s 
performance. This dataset contains a collection of 107,785 
question-answer pairs along with their context derived from 
536 Wikipedia articles in English. It amounts to 70MB of 
data 

The questions and answers span over a wide domain of 
subjects. This dataset was trifurcated into training, 
development, and testing sets, with 70% of the articles 
going into the training set and the rest 20% and 10% for 
testing and validation respectively. All special characters are 
removed from this dataset and it is converted to lowercase.  

IV. PROPOSED WORKING PRINCIPLE 

The block diagram represented in fig.1 depicts the 

question generation system, consisting of 4 stages. The core 

of the system is the generator-evaluator framework, where 

the input is a question-context-answer triplet. In the first 

stage, the triplet is passed through T5’s encoder, which is 

then used to generate a question, again using T5. The third 

stage involves using the custom RL reward to evaluate this 

generated question against the ground truth question. The 

result of this evaluation is then fed back into the system that 

also acts as an RL agent, which uses it to improve its 

learning. The final stage involves decoding the generated 

question to get in the form of a human readable format. 

 

The encoder shown in fig.2 is T5’s inbuilt encoder. The 

question from the triplet is passed in as it is and T5 creates a 

vector representation using the vocabulary from T5. The 

input sentence (question) is tokenized and mapped to a 

sequence of embeddings. This sequence is then passed to the 

encoder, the layers of which are detailed in fig.2. 

 

 
Fig 1. General Workflow 

 

 
 Fig 2. T5 Encoder Architecture 

A. Generator Framework – Question Generation 

Fig.1 contains the core of the proposed model – the 

generator-evaluator framework. The framework consists 

of two components; the generator and the evaluator. The 

generator’s foundation is a T5 transformer, which also 

acts as the agent. This T5 transformer also performs the 

task of question generation, which accepts a triplet 

consisting of a context, question and an answer. Prior to 

training, the transformer was fine tuned for question 

generation by using Transfer Learning on the existing 

architecture with the SQuAD dataset. The input format for 

the model is as follows: 

• Context – This encapsulates a sequence of words 

in the form of a paragraph, from which a 

question is asked 

• Answer – This contains word/words from the 

context, that answer the question. 

These parameters are encoded before being processed for 

the task of question generation. The final output of this 

generator is a question, formed using the given parameters. 

At both the encoder and decoder layer of this architecture, a 

self-attention mechanism is used to throw light on the 

appropriate words while framing the question. 

 

In essence, this problem is viewed as an RL problem and 

this generator framework, consisting of the T5 transformer, 

acts as the agent. 

 

Fig 3. RL Environment 

 

B. RL Formulation 

In order to improve learning while training, the task is 

viewed as an RL environment, and all of the components in 

the system mapped to the standard components of an RL 

environment. This environment is depicted in fig.3. The 

components of the RL environment can be broken down as 

follows:  

• Environment: The complete vocabulary of the 

transformer (T5). This is a fully observable, 

deterministic environment  

• States: The set of words contained in the 

vocabulary of the transformer (T5). The number of 

states is 32100, corresponding to the number of words 

in T5’s vocabulary.  

• Action: This environment involves two actions. 

One is to predict the next word and the other is to stop 

predicting. Done using T5  

• Policy: Gradient Descent is used twofold here - To 

minimize the loss faced by T5 and to maximize return  

• Reward: The weighted sum of two reward 

functions, QSS and ANSS  
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• Agent: The generator which is the T5 Transformer 

in this paper  

• State Space: This is |v| x |v|, which in this case is 

32100 x 32100  
Action Space: Action Space with two actions - 

Predicting the next word and stopping prediction. 

C. Evaluator Framework – RL Reward 

The latter half of the pipeline, the evaluator, evaluates 

the generated question, the output of the previous stage. 

Usually in a question generation task, the evaluation is 

done using BLEU, a standard metric. Though these are 

standard scores for text-to-text tasks, using these metrics 

may not necessarily be the best fit. These scores only 

compare the generated and target question, using n-gram 

matches and this fails in evaluating questions that have the 

same meaning but different structure.  

 This can be overcome by transforming the problem 

from a supervised task into an RL task. Incorporating the 

reward functions of QSS and ANSS into the model, along 

with utilizing Gradient Descent as the environment’s 

policy helps the environment learn better and more 

diverse questions. The involved metrics are as follows: 

• QSS (Question Sentence Overlap Score): This 

reward function is unique to the QG. The sentence 

overlap score is determined by counting how many 

n-grams are comparable between the source phrase 

and the predicted query. This incentive guarantees 

that the produced question is appropriate for the 

sentence. As a result, if precision (s, q) determines 

the n-gram precision match between the phrase and 

the query. 

     (1) 

• ANSS (Predicted and Encoded Answer Overlap 

score):  
To ensure that the generated question is in relation to 

the crucial/ground truth response, the response 

overlap score is computed. The answer overlap score 

is the ratio of similar n-grams between the encoded 

response and the answer predicted (ans) for the 

produced question using the best question-answering 

model over SQuAD. 

     (2) 

• Custom Loss Function: This custom loss function 

serves as the cumulative reward for the RL agent. It is a 

weighted combination of the QSS, ANSS and the standard 

loss. The weighting factor is gamma, also known as the 

discounting factor for an RL reward. It is used to make sure 

none of the rewards taken into consideration are given more 

importance than the other. This usually takes a value 

between 0.1 and 0.3. 
 

 (3) 

Thus, this custom loss function, which encompasses two 

RL reward functions as well as the model’s loss forms a 

base for training the model. The RL functions focus on 

training the model to generate questions while keeping the 

context in mind, while the loss of the model serves as the 

policy for this training, which is Gradient Descent. This 

acts as an optimization problem that does two tasks 

simultaneously – Decreases the model loss and increases 

the reward values. As given in the equation, we decrement 

the negative reward value and the loss, thus overall 

minimizing the value of this custom loss. 

The Neural Network embedded in the T5 Transformer 

acts as the Q-Table for the environment. A Neural Network 

Q-Table is an appropriate choice for this problem due to 

the substantial number of states in the environment. An 

episode is defined as the generation on a single question, 

and as the environment runs through more episodes, it 

updates the Q-Table with better and better values and can 

take a better decision on when to keep generating the next 

word and when to stop. The final trained RL agent, i.e., the 

T5 Transformer, can take in a context-answer pair and 

generate the top K questions with the help of Beam Search. 

D. Evaluation 

After the training of the model using the custom loss 

function in (3), the generated questions are evaluated using 

two methods: 

• Question based BLEU Score (BLEU Score Q) – 

The BLEU score between the model-generated 

question and the ground truth question is evaluated 

• Answer based BLEU Score (BLEU Score A)– 

The BLEU score between the generated answer 

from the model-generated question and the ground 

truth answer is calculated. 

V. EXPERIMENTAL SETUP 

This research work was implemented in Python, and was 

hosted on the Google Colaboratory virtual environment. The 

environment was run in GPU mode, where allocated 

memory was 12GB of RAM and 1 CPU Core was utilized. 

For the evaluation of Answer based BLEU Score, the 

question that is generated is passed through Hugging Face’s 

Roberta Model. In this scenario, the Roberta model acts as a 

Question-Answering system, where the context and the 

generated question are passed as an input and answer to that 

question is provided as the output. The default 

hyperparameters are considered for the T5 model. 

 

The hyperparameters for the RL model have been 

enumerated in Table 1. 

 

 
Table 1. Hyperparameter values for the T5+RL model 

S No. Hyperparameter Value 

1 Number of Epochs 10 

2 Optimizer Adam 

3 Batch Size 4 

4 Sample Size 107,785 

5 Gamma (discount factor) 0.3 

6 Alpha (learning rate) 3 x 10-4 

7 Epsilon (stopping criteria) 10-8 
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VI. EXPERIMENTAL RESULTS AND ANALYSIS 

The tables are a consolidation of all the experiments 

performed in this research work. As was to be expected, the 

method that involves the combination of T5 and RL shows 

the best performance. This could be due to the custom loss 

function that takes into consideration the context and comes 

up with the best question for the same.  

Table 2 displays a comparison of this work’s results 

with the reference paper against standard metrics. Table 3 

displays a comparison of the models used in this paper 

against custom metrics, followed by an explanation for the 

same. And finally, Table 4 showcases and handful of test 

cases after being run through the trained T5+RL agent. The 

first two rows display two cases wherein the predicted 

questions are a rephrasing of the existing question, with just 

a few words added/removed. As a result of this, both 

predicted and actual answers are the exact same, leading to a 

BLEU score of 1 as well.  

The last two rows are examples of question generation 

deviates from the ideal path and leads to a lower BLEU 

score. The fourth pair of questions are synonymous with 

each other. But because of the slightly different structure in 

the questions, the answers are slightly different, explaining 

the average BLEU score of 0.7. The last row is an example 

of a less than average generation done by the model, where 

the question-answer pairs are an inverse of the other – the 

ground truth question asks for a definition and the ground 

truth answer answers it, whereas the generated question 

contains the definition of the term and the generated 

answers produces that same term. This results in a low albeit 

appropriate BLEU score of 0.58. These results showcase the 

proposed model’s different approaches to generating 

questions by taking into account the relevant words and the 

structure of the given question, along with some of its 

imperfections, showing the definite scope for 

improvement.    

The plot depicts the comparison of BLEU scores 

against the RL reward for each sample in the testing dataset. 

It was found that the reward fluctuates in the beginning due 

to the random steps taken by the baseline agent. As the 

episodes progress, the reward stabilizes and shows a much 

better performance than the BLEU score. 
 

 
Fig 3.  Plot of RL Rewards v/s BLEU Score 

 

VII. CONCLUSION AND FUTURE SCOPE 

 

     The generator in this project is the RL agent, and at each 

time step in the episode, it either generates a word or stops 

generating it. Each episode is defined as the generation of 

one question. The evaluator, which incorporates the RL 

reward function and the policy, evaluates the generated 

question and helps the model learn. The agents used in the 

comparative study are both pre-trained transformers from 

Hugging Face, T5 and BART. The experiments performed 

proved fruitful with exceptional results. The RL reward 

towers over the NLP metrics, proving the strength of the 

integration of RL concepts into a task conventionally 

classified as an NLP application.   
 

Future improvements include performing Named Entity 

Recognition (NER) and Parts of Speech (POS) tagging for 

ease of relevance and formulating different types of 

questions such as MCQs and True or False questions. 

 

S No  Model   BLEU-Q  BLEU-A Custom 

Loss 

1  BiLSTM + RL [11] 2.05  - - 

2 BiGRU + RL [23]  1.71 - - 

3  T5 1.99  0.7 0.5 

4  T5+RL (proposed model) 2.69  0.89 0.07 

S No  Actual Question  Predicted Question  Actual Answer  Predicted Answer  BLEU-A 

1  What Islamic denomination 

was Avicenna thought to be a 
member of?  

What is the background of 

Avicenna's family?  

Sunni  Sunni  1.0  

2  What was the name of the 

airport the United States built 

on Ascension Island?   

What airport was built during the 

Second World War?  

Wideawake 

airport   
Wideawake airport   1.0  

3  What Prime Minister objected 

to the name change? 

Who favored the retention of the 

House of Windsor?   
Winston 

Churchill   
The British Prime Minister, 

Winston Churchill, and 

Elizabeth's grandmother, Queen 
Mary  

0.7  

4  In what classification is a 

person who gives up their 

exclusive sense of self and 
defines him or herself only in 

terms of social engagement?  

What is the relational self?  the relational self  a perspective by which persons 

abandon all sense of exclusive 

self   

0.58  

Table 2. Comparison of models against BLEU score 

Table 3. Sample generated question from the T5+RL model 
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